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Executive Summary 

The first topic of research analyzed in this document concerns a generic framework 
for analyzing the economics of a Grid market and examining the viability of such a 
market (both spot and forward). In the next section we also address the way in which 
resources are shared and costs are recovered in Grids. More specifically, we develop 
some theory concerning the design of optimal rules for sharing the common 
infrastructure while generating the necessary payments to cover its cost.  

The second topic presented in this document is related to open Grid markets for 
computational resources. In particular, we present an economic model of the Grid 
market.   

Subsequently, we elaborate on the functionality comprised by the marketplace and 
specify the market mechanism to be adopted. In particular, we describe in detail the 
overall Grid market functionality and certain market mechanisms and algorithms it 
comprises of, together with related examples. Our approach comprises a stock-market 
like mechanism that enables the trading of computational power on the basis of a 
futures market.   

We then extend the market, in order to allow greater flexibility in expressing users’ 
demand and providers’ supply, by means of introducing a spot market. The spot 
market comprises a pair of sorted per price bid and ask queues. The GridEcon market 
is more complicated than the standard spot/futures markets of storable commodities, 
because the computational service traded in our case comprises of resources that are 
perishable. Such a service is specified by quantity and duration which is defined in 
terms of a time interval. This is an important feature of our market mechanism, 
complicating considerably the trading algorithms that we develop and assess in this 
document.   

In addition to these issues, we also research the issue of bid atomicity, i.e. whether a 
bid should be served with virtual machines offered in the market so that: a) each 
virtual machine allocated to a customers bid belongs to the same provider  throughout 
his service time so that there is no switching costs (moving jobs between different 
machines) over time (horizontal bid atomicity), or b) so that all the virtual machines 
allocated to the customer per time slot belong to the same provider (vertical bid 
atomicity).   

Furthermore, we deal with the issue of post-sale optimization of customer allocations 
in order to mitigate the users’ switching costs.   

Moreover, we provide some simulation results that evaluate the system performance 
of the GridEcon marketplace, as well as the economic performance of the matching 
algorithms of the inherently more complex spot market.   

In addition to this, we present a capacity planner that can be used over any grid 
market and perform an experimental assessment of its performance and a comparison 
of the latter with that of a simple alternative capacity planning algorithm.   
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1 Grid Market Modelling  

In this section, we outline a framework for analyzing the economics of a market for 
Grid services. The objectives of the framework are:  

1. To provide a single broad model, instead of a set of separate models, within which 
a range of issues can be assessed.  

2. To look separately at the demand and supply sides of the market, while 
recognizing the relation between the two sides.  

3. To permit validation of the model, by using numerical and simulation methods to 
assess the broad features of the model.  

4. To arrive at a set of conclusions about the viability of a market for Grid services 
(both spot and forward), based on the underlying parameters of the analysis: for 
example, the cost technologies, the random processes driving demand and supply, 
the size of the market (number of participants).  

1.1 The competitive benchmark  

The main focus of any economic analysis should be a competitive market model, with 
no market power on either the buyer or provider side. In this framework, the price and 
quantity of GRID services are determined by competitive equilibrium in which 
demand and supply are equal. In order to analyze this equilibrium outcome, we must 
first model explicitly the demand and supply sides of the market for GRID services. 
We shall do so by considering the dynamics of resource allocation for both users and 
providers of GRID services. 

On the demand side, each user is subject to random arrival of jobs that need to be 
completed. These jobs might also be of different sizes or durations. Each user has to 
decide whether to use the GRID or buy its own resources. Economies of scale, 
through e.g., multiplexing, mean that the GRID has lower costs; but uncertainty over 
total demand and supply means that the user cannot be certain of getting adequate 
resources at a given price from the GRID. The user’s decision optimally trades off 
these factors. The aggregate of different users’ decisions determines at any time the 
total demand for GRID resources.  

The supply side is modeled similarly. Each provider of GRID resources has its own 
capacity for computational tasks; and faces random usage patterns for that capacity. It 
releases capacity to the GRID whenever its own demand for resources is less than its 
own capacity. The GRID then offers a way in which a provider of computational 
resources can recover the costs of capacity investment, in the event that its own 
demand falls short of capacity. The aggregate of different providers’ decisions 
determines at any time the total supply of GRID resources.  
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Hence, the demand and supply sides of the model are related in a two-stage 
procedure. In the first stage, the economic agents choose the amount of computational 
resources to buy for themselves. In the second stage, each agent observes its own 
idiosyncratic demand for computation resources. Those with too little capacity buy 
resources from the GRID, forming the demand side of the model. Those with too 
much capacity offer resources to the GRID: the supply side. Differences between the 
agents – primarily heterogeneity in the size and duration of the jobs – mean that some 
agents buy very little capacity and are always on the demand side of the market.  

The first benchmark to analyze is the sequence of competitive spot markets, where 
demand and supply are equalized in each period. The spot market can be analyzed 
under a number of different scenarios concerning the stochastic processes determining 
the demand and supply sides of the market.  

In order to analyze the use of forward and options markets, we shall measure the 
extent to which GRID market participants are willing to pay to avoid the risk attached 
to an uncertain GRID market price. This is one key source of uncertainty facing GRID 
participants. (The other is their own demand for computational services; we do not 
consider insurance against this sort of risk. In a sense, the GRID market performs this 
role, since it allows users to buy and sell resources, in the event that their demand 
exceeds or falls short of their own supply of computational resources.) Risk averse 
users, faced with uncertainty about demand and supply conditions, will want to buy 
insurance against that uncertainty. With a very large number of users (in the perfectly 
competitive limit, a continuum), there is no aggregate uncertainty. But for each user 
and provider, of course, there would be uncertainty in each time period. The most 
direct analysis is to calculate the risk premium that users are willing to pay to insure 
themselves entirely against market fluctuations. The aggregate risk premium gives a 
measure of the potential for forward and options markets for GRID services to 
develop. This risk premium can be calculated numerically under a number of different 
scenarios, using simulations of the competitive market outcome over time.  

1.2 The Model  

There are N agents, indexed by i. There are an infinite number of discrete time 
periods, indexed by t. Each time period t is divided in to (up to) three stages:  

1. Resource choice: agent i chooses to buy an amount xi(t) 

 

R+ of computational 
resource. The cost of buying an amount x of this resource is c(x). We make the 
following general assumptions about the cost function: buying nothing costs 
nothing c(0) = 0; variable cost of acquiring the resource is increasing and convex 
in the resource amount: c´ (·) > 0 c'(·) > 0, c´´ (·) > 0 for x > 0. Taken together, 
these features mean that (a) agents can rationally choose not to buy any resource; 
(b) demand for resources is bounded (due to the convexity of variable costs). c (·)  
is a key (functional) parameter of the model.  

There are a number of modeling options for how resources evolve over time. One 
extreme is that a resource is non-durable, so that each agent starts each period with 
a zero stock of the resource. The opposite extreme is that the resource is infinitely 
durable; each agent therefore accumulates the resource over time, with no loss or 
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degradation of the resource. In this case, the resource available to agent i in period 
t is )()1()( txtXtX iii . In between these two extremes, the resource may be 

durable but suffer from depreciation (e.g., technical obsolescence)  

2. Demand realization: agent i’s demand parameter 0)(tyi is a random variable at 

the time that it chooses its resource level. The value of the parameter is realized 
after the resource level is chosen, but before the Grid market operates.   

A key modelling question is: what process does iy follow? One representation is 

itiii tyty )1()( where )0(iy is a parameter; and it

 

is drawn from a 

distribution with zero mean (e.g., a normal), subject to 0iy . In this first-order 

autoregressive process, i

 

is the degree of persistence in the process for )}({ tyi . 

If i = 0, then )}({ tyi is a random walk.  

3. GRID operation: agents participate in the GRID, according to their resource levels 
and demand realizations. Potentially, an agent’s maximization problem is very 
complex: its choice of resource and traffic in a given period can depend on 
choices made in the previous period; the current period’s environment (e.g., 
realizations of demands); and the evolution of the system in the future. It would be 
extremely difficult to solve this system fully. Instead, we make the simplifying 
assumption that agents are ‘myopic’, solving in each period a static maximization 
problem subject only to the constraints generated by previous choices. In 
particular, the effect of current choices on future maximization problems is 
ignored.   

In this case, agent i’s maximization problem is    

(.)u is a utility function that is common to all agents; all heterogeneity is therefore 

contained within the realizations of }{ iy . (.)u is assumed to be (weakly) 

increasing: for all agents, a greater use of resources cannot decrease utility. )(tq is 
the unit resource price that prevails in the Grid market at time t.  

An important modeling question is the functional form of the utility function. 
Since we shall be interested in considering forward markets, which effectively 
provide insurance for agents, risk aversion will be a key component of the model. 
For this, we need concavity of the utility function.  

1.3 Solving for Competitive Equilibrium With a Grid Spot Market  

In a competitive GRID spot market, a market-clearing condition must hold:  

i
i

i
i tXz )2()(* 
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where *

iz is agent i’s optimal choice of z . Note that this market-clearing condition will 

indeed hold with equality. There cannot be more (instantaneous) demand than there is 
supply: that is, it is not possible for 

i
i

i
i tXz )(* . If there were excess supply – if 

i
i

i
i tXz )(* then this would imply that the price of Grid resources, )(tq , would 

be zero. Then there would be no cost to increasing use of the resource (see equation 
(1)); consequently, each agent would raise its iz until the market-clearing condition 

(2) holds with equality.  

Each agent i perceives that the Grid price )(tq is unaffected by its choice of resource 

)(txi and resource consumption iz . (This follows from the competitive market 

environment that we consider.) In this case, the first-order condition characterizing the 
optimal consumption of resources is 

 

Note, therefore, that agent i’s optimal consumption of the resource is independent of 
its own resource level ix . )(tq satisfies  

  

and hence is a function of the vector of demand realizations y(t) and the total resource 
level 

i i tXtX )()( . Denote the market-clearing Grid price as q(y(t), X(t)) to 

emphasize this dependence.  

When choosing its resource level, agent i solves the maximization problem:     

However, consistent with the competitive market setting, agent i does not consider the 
effect of its choice of ix on q. Hence the first-order condition for its resource choice is  

 

if  0*
ix is optimal.  

Equation (6) with equations (3) and (4) define the market-clearing price q(t;y, X(t-1)). 
Hence the sequence of events to solve the model in any given period t is: 
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1. Compute the optimal resource demands )(* tx (which depends on expectations 

of the realizations of the agents’ types y(t) and the existing stock of resources 
)1(* tx ).  

2. Take the instantaneous realization of the agents’ types y(t).   

3. For that realization and the agents’ resources, compute the market-clearing 
price )(tq .  

4. Given the market-clearing price )(tq and the realization of agents’ types y(t), 

compute the optimal demand )(* tz .  

5. Compute metrics of the performance of the Grid market:  

a. The aggregate indirect utility of participants:   

b. The realized volume of trade:      

1.3.1 The Autarkic Benchmark  

The outcome with a GRID spot market can be contrasted to the situation in which 
there is no trading of resources subsequent to demand realizations. Each agent’s 
maximization problem for the demand stage is then   

The solution to this is simply : each agent consumes its own entire resource. 
For the optimal choice of resource under autarky, the agent faces    

which has a solution 

 

given by   
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1.4 An Example  

To illustrate the model, this section looks at a very simple example. For the functions 
in the model, take the following forms:    

Suppose that the resource is entirely non-durable, so that the agents start each period 
with a zero resource stock. Suppose that each agent’s type iy is drawn from the 

uniform distribution on [0,1] independently each period; the types of any two agents 
are independent draws from the same distribution.   

Given the realization of its type, agent i’s optimal demand is given by  

Hence total demand is   

Market clearing requires that 
**

ii ii xz , so that    

or q = Y/X.  

Agent i’s optimal resource level is given by  

Since , this means that    

so that    

Elementary calculations show that Y is a random variable with a mean of N/2 and 
density function of 
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These facts can be used to compute the (expected) volume of trade:   

and the expected utility of each agent   

Note that there are two sources of uncertainty for the agent: its own demand, 
determined by yi; and the aggregate market conditions, summarized by the market-
clearing price q. Because of risk aversion, both sources of risk decrease the agent’s 
utility; that is   

Since we are interested in the role of forward contracts, we calculate the size of the 
risk premium attached to the market price, which is   

The risk premium is the cash amount that an agent would be willing to pay in each 
period in order to avoid the uncertainty attached to the market-clearing price. It is, 
therefore, the fee that a broker could charge to write a forward contract that insures 
the agent against fluctuations in the GRID price.  

These variables can be contrasted with the outcome from autarky:   

the expected utility from autarky is1  

The following figures illustrate these various characteristics of the competitive GRID 
market, in this simple example. Given the simplicity of this example, we could 
calculate all of the relevant variables analytically. It is just as easy, however, to                                                 

 

1 Note that the expected utility under autarky may well be negative. This is not a problem: it is simply a 
question of normalization. The utility functions used in this model are, technically, von Neumann-
Morgenstern utility functions, and hence are unique up to affine transformations. Put more simply, any 
constant can be added to the agents’ utilities without changing the outcome of the model. Hence 
negative utilities can be made positive by adding a large enough positive number. We take the simpler 
course of using U† as the benchmark utility level, and comparing it to U*, the utility level with a GRID 
market. 
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simulate the results; the outcome of the simulation is shown in the figures2. Figure 1 
shows the expected utility of the agents in the market, with GRID spot trading and 
under autarky. As the figure shows, the agents gain from the ability to trade: the 
expected payoff with a spot market is always (weakly) greater than the expected 
payoff under autarky. Secondly, the expected payoff with a GRID market is 
increasing in the number of agents involved in the market. Thirdly, most of the 
benefits from trading are realized by the time that there are 10 agents in the market.  

 

Figure 1: Payoffs with a Grid spot market and under autarky.  

Figure 2 shows the volume of trade as a function of the number of agents participating 
in the GRID market. As expected, the volume is greater when the market is larger.  

 

Figure 2: Volume of trade with a Grid spot market.                                                  

 

2 All programming was carried out in Ox. In the figures, 

 

= 1. 10,000 independent draws were taken 
for each market size. 
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Figure 3 shows the risk premium as a function of the number of agents participating in 
the GRID market. It is largest when the market is small, and steadily decreases as the 
market grows. In the limit, with an infinite number of participants, the risk premium is 
zero. This is a consequence of the way that uncertainty arises in the model. There is 
no aggregate uncertainty: each agent knows the distribution from which agents’ types 

}{ iy are drawn. With a finite number of agents, there is uncertainty about the market-

clearing price 
N

Y
q

2
, since there is uncertainty about the random variable 

i iyY . As the number of agents becomes very large, the density of the random 

variable Y becomes increasingly concentrated, so that the realization becomes almost 
surely equal to the mean, N/2. Hence, in the limit, the market-clearing price is almost 

surely equal to . This is confirmed by Figure 4, which plots the market-clearing 

price as a function of the market size.  

 

Figure 3: The risk premium with a Grid spot market.  
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Figure 4: The market clearing price with a Grid spot market.  

1.5 A more general simulation environment  

The simple example in the previous section was useful for illustrating clearly the main 
properties of a competitive GRID spot market. In this section, we discuss how the 
simulation environment can be generalized, principally in three directions.  

First, we allow for more general distributions of the demand parameters {yi}. In the 
simulation experiment, we suppose that an agent’s demand parameter in period t is 
drawn from a Gamma distribution, with a scale parameter of 1 and a shape parameter 
ki. An agent’s shape parameter is determined initially (before the market opens) as a 
random draw from a uniform distribution on [0,1]. Hence agents are now ex ante 
asymmetric: agent i has a mean demand E[yi] = ki, so that a high ki corresponds to 
high average demand. Draws between periods, and across agents, are conditionally 
independent (i.e., conditional on the realizations of {ki}). But note that the realization 
of ki induces intertemporal dependence in the realizations of agent i’s demand levels 
{yi(t)}t>0. Agents do not know in any period the initial realizations of {ki}, nor the per-
period realizations {yi(t)}. It is common knowledge how the {ki} and {yi(t)} are 
generated. This is an extremely flexible way of specifying demand.  

Secondly, we allow agents to accumulate the resource over time: instead of the 
resource being entirely non-durable (as in the previous section), we now assume that 
it is entirely durable. So, the stock of the resource that the agent holds in period t>0 is 

t

ii xtX
0

)()( .  

Thirdly, we suppose that the utility function u(·) is given by 
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For 

 
= 1, clearly the utility function is the same as in the previous section. More 

generally,  

These three properties mean that: 
1. Utility is increasing in the amount consumed. 
2. Utility is strictly concave, so that agents are risk averse. 
3. The Arrow-Pratt coefficient of relative risk aversion, defined as -zu''/u', is 

constant. Hence agents’ attitudes towards risk are parameterized completely by the 
constant .  

We continue to assume that the cost of acquiring a resource level x is x2, where 

 

> 0.  

With this set-up, agent i’s optimal demand in period t is  

Market-clearing requires that  

which means that  

Hence  

Agent i’s optimal choice of resource in period t is  

so that  
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Since )()1()( * txtXtX , this gives a non-linear equation in X(t):  

which can be solved numerically. With the resulting expression for X(t), the rest of the 
system can be computed.  

The outcome with trading in a competitive GRID spot market can be contrasted with 
autarky:   

The simulation experiment proceeds as follows: 
1. We fix the number of agents. 
2. Each agent starts with zero resources: Xi(0) = 0 for all i. 
3. A vector of demand parameters k is drawn, where each ki is an independent 

draw from the uniform distribution on [0,1]. 
4. Given its ki parameter, and the consequent expectations about its demand yi(0) 

and the market-clearing price q(0), agent i chooses its resource level xi
*(0) (as 

described above). 
5. Agent i’s demand level yi(0) is realized, as a draw from the Gamma 

distribution G(ki, 1). Given this demand, and the prevailing market-clearing 
price, agent I chooses its optimal demand zi

*(0). 
6. The market-clearing price ensures that aggregate demand is equal to aggregate 

supply. 
7. The experiment proceeds to the next period t = 1, and the steps are repeated. 
8. We use multiple (independent) random draws of {yi(t)} in each period t to 

calculate numerical averages and expectations (i.e., we use a Monte Carlo 
method).  

The output of the experiment is then the average expected utility of the agents (where 
the average is taken over the demand parameters {ki}) under GRID trading and 
autarky, in each period; the average volume of trade and the risk premium, in each 
period; and the total level of resources X(t) over time. These are shown in the Figures 
5–9, in which there are 20 agents; the risk aversion parameter 

 

= 2; and the cost 
parameter 

 

= 1.  

The figures show some common patterns. The activity levels of the GRID market 
increase over time, in terms of the average expected utility of the market participants 
(see Figure 5) and the average volume of trade (see Figure 6). Of course, in any 
particular period, the volume of trade may decrease, as a result of low realizations of 
demand. But on average, over a number of periods of trading, trade volumes increase. 
As agents accumulate resources, the aggregate supply in the market increases: see 
Figure 9. As a result, the market-clearing price is generally decreasing: see Figure 8. 
(Again, in any given period, the market-clearing price may increase, as a result of 
high realizations of demand.) As the resource stock increases over time, it acts as a 
buffer to smooth out fluctuations that arise due to random demand realizations. Hence 
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the variability of the market-clearing price declines over time; consequently, the 
average risk premium also falls: see Figure 7.  

We can also see the effect of risk aversion in this model, by comparing the simulation 
output with 

 
= 2 and 

 
= 3. Figure 10 shows the average volume of trade for the two 

different parameter values; Figure 11 shows the risk premia for the two values3. With 
a greater degree of risk aversion, there is less trade (Figure 10), and a higher risk 
premium (Figure 11).  

Figure 5: The average expected utilities in the more general simulation experiment  

Figure 6: The average volume of trade in the more general simulation experiment                                                  

 

3 The risk premia in this figure have been normalized by the expected utility, to ensure comparability. 
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Figure 7: Average risk premium (×103) in the more general simulation experiment   

Figure 8: The market-clearing price in the more general simulation experiment  
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Figure 9: The average resource level per agent in the more general simulation experiment   

Figure 10: The average volume of trade in the more general simulation experiment  
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Figure 11: The average risk premium in the more general simulation experiment  

1.6 Market Failure  

The analysis so far has demonstrated that the operation of a GRID spot market can 
improve the expected utility of market participants, relative to autarky (no GRID 
trading). Further, since there is a positive risk premium that risk-averse agents attach 
to variability in the market-clearing price, there is scope in the market for the use of 
forward contracts. The risk premium decreases with the size of the market, and as the 
aggregate supply in the market increases. Nevertheless, it is always positive. 
Furthermore, we have assumed that all agents have the same degree of risk aversion. 
In practice, agents will differ in their risk preferences. Forward contracts will be 
particularly attractive to more risk-averse agents; and will be written by less risk-
averse agents.  

The fact that GRID trading increases agents’ utilities is not surprising, given the 
general results from economics about the efficiency of competitive markets. Note, 
however, that the solution that we have analyzed does not achieve full efficiency, 
since we have assumed that agents behave myopically in each period, ignoring the 
consequences in future periods of current choices.  

The main set of assumptions underlying the analysis consists of those that make up a 
competitive market: 
1. Each agent ignores the effects of its own choices on the market-clearing price 

(even when there is a very small number of agents in the market). 
2. There is no asymmetric information in the market: for example, all agents are 

equally well-informed about the characteristics of GRID resources. 
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3. There are no external effects: an agent’s choices of resource level and demand 

have no direct effects on other agents (other than those that operate through the 
market- clearing price).  

Of these three assumptions, assumption 2 is likely to be the most critical for the 
existence and operation of a GRID market. Market power—the ability of agents to 
influence the market price—will affect the volume of trade and utility levels 
associated with the market. But it is very unlikely to cause a complete collapse of the 
market. Similarly, externalities may limit the scale of the market, but are unlikely to 
cause collapse. But if agents are poorly informed about the quality of resources traded 
in the market, then it may be that the market fails to operate at all.  

In order to assess the scope for this market failure, we go back to the simple model 
analyzed in section 1.4, where  

the resource is entirely non-durable; and each agent’s type yi is drawn from the 
uniform distribution on [0, 1] independently each period. Now suppose that an agent 
knows for certain that its own resource is reliable and can be used with probability 1 
to service its demand. If an agent has to buy resources in the GRID, then it perceives 
that there is some probability f that the GRID resources fail to satisfy its demand. In 
the event that this happens, the agent has to pay the cost of buying the resource in the 
market, and bears a utility cost of . The agent’s expected utility is then   

Agent i’s optimal demand in this case is  

The expected market-clearing price is   

The dependence of the expected market-clearing price on the failure parameter f is 
shown in Figure 12. As the figure shows, the market-clearing price is higher when the 
failure probability is lower. In the limit, when any GRID resource fails with 
probability 1, the market-clearing price is 0, and the market collapses for sure.  
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Figure 12: The expected market-clearing price against the failure parameter f  

Consequently, each agent buys   

of the resource.  

These facts can then be used, along with the realizations of the demand parameters 
{yi}, to determine numerically the equilibrium outcome, as a function of the failure 
parameter f . The main result is shown in Figure 13, which shows the expected utility 
of an agent engaged in trading, versus the autarky utility, as f varies. In this figure,  

 

= 1; there are 20 agents trading in the market; and the utility cost 

 

= - 1. As the 
figure shows, agents will trade in the GRID market provided f is sufficiently low: less 
than around 0.5. For these values of f , the expected utility from participating in the 
GRID market exceeds the expected utility under autarky. But once GRID resources 
become sufficiently unreliable, autarky is preferred.  
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Figure 13: Expected utilities against the failure parameter f 

Obviously, a key parameter determining the ‘crossing point’ – the critical value of f 
at which the GRID market collapse – is the utility cost . We have modeled this in a 
very simple way here: as a constant that is the same for all agents. If this is an 
important feature of an emerging GRID market, then this aspect can be modeled 
further. For example, the utility cost could be allowed to be different for different 
agents. It could also be related to agents’ realized demand types y.  
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2 Resource Sharing in Grids    

2.1 Introduction 
The growing popularity of Grid and cloud computing infrastructures arises 

from the fact that they enable computing resources to be shared more effectively than 
do traditional stand-alone infrastructures. The communications engineering 
technology that can make Grid and cloud computing practical now exists. However, 
there remain many interesting and unanswered economic questions about the way that 
that these infrastructures should be operated. In this paper we look at questions 
concerned with how to efficiently share resources amongst a number of participants, 
each of whom has some private information about the value it places upon being 
allocated a quantity of resources. Each participant would like to obtain for himself as 
much as possible of the shared infrastructure, while contributing minimally to the 
costs of its formation and maintenance. The result if that the participants individual 
aims are that are not aligned with overall system efficiency. We address the issue of 
how to operate a shared facility so that its value to its participants is maximized, while 
also recovering its cost by charging participants and making it sustainable. 

In a resource sharing facility there is unavoidable conflict between 
participants; each wishes to obtain as much resource as possible whenever he accesses 
the facility. This means that there must be a well-defined policy for resolving the 
conflicts. It could be an egalitarian policy that simply provides each participant with 
an equal share of the resource; or it could be more sophisticated policy that makes use 
of information that the participants provide about the values they place on obtaining 
resource. It should also provide a means of covering the cost of the facility. One way 
to cover the cost of building a facility is to require participants to pay fees. Another 
way is to add together actual resources that participants contribute; in this case we 
might operate a policy in which we ask each participant to choose for himself a 
quantity of resource that he will contribute to a shared pool of resource, and then say 
that at all future instants the resource pool will be shared amongst any participants 
who wish to draw on it in proportion to the sizes of their contributions. The 
participant who contributes will receive more. But might the system work better if the 
resource is shared in proportion to the squares of their contributions? It is questions 
like this that we address. 

If a facility is already in place then its running cost must be recovered by 
collecting fees from the participants. So we might begin by asking each participant 
how much value he places on obtaining resource from the facility. If one participant 
(which we shall henceforth call an `agent') states that he places a greater value on 
obtaining resource from the facility than does another agent, then he should probably 
receive a greater share of the resource whenever those two agents are simultaneously 
wishing to draw on it, but he should also pay a greater fee. The challenge is to come 
up with a way of charging fees, and of sharing the resource, which incentivizes 
participant to be truthful and which generates fees sufficient to cover the cost of the 
facility. Other important factors include what accounting information is available to 
the policy maker and can be used as input to the policy decisions. 
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The problem of policy design is certainly not trivial, as observed in [?], [?], 

[?]. As we see in what follows, the choice of sharing policy affects the strategies of 
agents for reporting their actual resource needs, or in choosing the sizes of their 
contributions to a shared resource pool. Simple policies may perform very badly and 
induce a great amount of free riding (i.e., they can encourage agents to seek 
`something for nothing'). There is recent work in [19], [22] regarding the definition of 
accounting requirements for Grids, which in turn would influence the types of policies 
that can be implemented. In this paper we look at a number of models, making 
different assumptions about the parameters that can be measured, and obtain optimal 
policies for each model. For instance, the frequency with which a participant becomes 
active and requests resources may be an important parameter. If this parameter can be 
measured, then we can incentivize a participant to declare it truthfully by threatenting 
to fine him if measurements of his his parameter do not match up with what he had 
declared. However, if the facility is not able to make measurements by which to 
police participants' declarations this way, then we may take another approach. The 
form of the policy itself can be designed to incentivize truthful revelations. This is 
done indirectly, by offering each participant a choice of options and then observing 
which of them he chooses. 

What is new in this paper is the formulation of the models for designing 
optimal policies, the connection with optimal auction design, large 

 

results (

 

is the 
number of participants), and comparison of the various approaches. We show that 
simple policies are not optimal and that efficient policy design should not be 
trivialized; policy parameters play important role in the final outcome. Our results are 
for simple models with few parameters, and are not intended to be fully realistic. 
However, they demonstrate general features that good policies should have. More 
work is needed to translate these to something practical and directly implementable. 
This work should refine the results in this paper and investigate their impact on job 
scheduling policies, see [?] and [?].  

Grid technology and virtual resource sharing   

Grid technology and virtual resource sharingGrid technology is about 
`resource virtualization' [?], i.e., about providing a layer of abstraction between the 
physical computing resources and the applications that use them. This commoditizes 
computation since it does not matter either on what particular hardware an application 
runs, or where that hardware is physically located. An application requires only that it 
is run on a specific number and type of virtual machines, irrespectively on how these 
are implemented and where they are physically located. As a result, organizations 
who participate computational Grids can share virtual data centers, in which resources 
that are unused by one participating organization can be used by other participants. 
This aggregation of computing and software resources offers linear scalability: adding 
a computer in some organization results in increasing the total resource pool. It also 
allows for large economies of scale and scope since few large data centers can serve 
many individual organisations and reduce the cost of IT per organization. This is the 
driving force behind cloud computing and enables the new `Internet of Services' 
vision in which software services are offered by competitive providers that charge per 
use and are run somewhere on the shared computing infrastructure. 

Since organizations have computational demands that fluctuate over time and 
scope, there can be a great overall cost reduction when organizations obtain resources 
from a central shared facility (be it actual or virtual) as compared to each organization 




